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Abstract: 
The (generalized) Hausman specification test (Hausman 1978) is the gold-standard for 
political scientists using time-series cross-section data to check whether unit specific effects 
are correlated with right-hand-side variables. More than 500 articles (published in SSCI 
journals) over the last 20 years in Economics and Political Science used the Hausman test to 
justify the model choice, e.g. whether to employ a fixed effects or random effects/ pooled 
OLS specification. The asymptotic properties of the Hausman test and its variants are well 
known and formal power analyses have shown that the Hausman test performs reasonably 
well. Yet, the differences in the estimates of fixed effects and random effects models in finite 
samples can originate from two different sources: On the one hand, the Hausman test might 
rightly pick up differences that are caused by the inconsistency of the random effects 
estimator if unit specific effects are correlated with any of the explanatory variables and the 
random effects model therefore produces biased coefficients. On the other hand, differences 
might also stem from the inefficiency of the fixed effects estimator if explanatory variables 
are rarely changing and therefore only have a very small within variation. This inefficiency 
does not only lead to large standard errors but also to very unreliable point estimates that 
might be far away from the true relationship. While the Hausman test (and especially more 
recent variants and augmentations of the specification test) acknowledge the inefficiency of 
the fixed effects model and control for the differences in the asymptotic variances of the two 
estimators, this inefficiency in combination with correlated unit effects might still lead to 
unreliable test results. In International Relations and International and Comparative Political 
Economy where many of our explanatory variables measure institutions which do not change 
much over time this result might be especially harmful since the fixed effects model in this 
case produces very unreliable point estimates.  
This paper analyses the finite sample properties and power of the Hausman specification test 
by using Monte Carlo experiments. It shows under what conditions, e.g. the size of the 
correlation between unit specific effects and explanatory variables, and the between-within 
variance ratio of right-hand-side variables, the Hausman test generates misleading results.  
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1. Introduction: Panel Data Analysis and Fixed Effects 
 

During the second half of the 1980s less than 20 Articles were published in social science 

journals which conducted panel data or pooled cross-section time series analysis. In 

comparison, 2068 articles analyzing panel data were published in 2007.  The use of panel data 

analysis has increased dramatically over the last two decades. Figure 1 shows that we can 

observe a steep, almost linear, increase of “panel data” hits over the last 20 years and since the 

publication of Neal Beck’s and Jonathan Katz’ work on “Panel Corrected Standard Errors” 

(Beck and Katz 1995, 1996) there is a further significant acceleration. 

There is no evidence that this gain in significance can be stopped in the foreseeable future. 

Arguably panel data analysis has become the most important tool of data analysis and testing 

implications of theoretical models in social science.  

Figure1: SSCI search for ‚Panel Data’ 

1985 1990 1995 2000 2005
0

500

1000

1500

2000

N
o 

of
 S

S
C

I H
its

year

 

Analysing pooled data has many advantages over pure time series or cross sectional analyses: 

first, most social science theories generate predictions across units and over time which 

cannot be tested by just looking at one of these dimensions. Second, pure cross-sectional 

analyses do not allow controlling for dynamic processes, which can render estimates spurious. 

And third, only the analysis of panel data allows controlling for unit heterogeneity which 
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cannot be controlled for by including additional variables. Unit specific effects are 

particularly problematic if they are correlated with any of the explanatory variables in the 

model. The fixed effects model which de-means all variables in the model and thereby 

eliminates the correlated unit specific effects is widely seen as the standard model to control 

for unit specific heterogeneity in the data. It’s popularity as universal solution to correlated 

unit specific effects increased steadily over time. While during the 1980s only about 12 

percent of the analysis using panel data controlled for correlated unit heterogeneity by 

employing a fixed effects specification, this number tripled for articles published from the late 

1990s onwards. Yet, as Plümper and Troeger (2007) have shown using a specification that 

relies solely on the within variation of all variables can induce serious estimation problems. 

This is particularly the case when variables do not change at all or only rarely over time or if 

the theory makes predictions in levels or mainly explains cross-unit variation. Using the fixed 

effects specification as default in panel data analysis is therefore not without problems. Hence, 

prior testing for correlation of unit specific effects seems indispensable. 

Several tests have been designed in order to test for the necessity to control for correlated unit 

specific effects by using a fixed effects model or a specification in first differences. The 

(generalized) Hausman specification test (Hausman 1978) thereby seems to be the gold-

standard for social scientists using time-series cross-section data to check whether unit 

specific effects are correlated with right-hand-side (RHS) variables. About 45 percent of the 

authors who employ a fixed effects specification use the Hausman-test to justify their model 

choice (Hausman and Taylor 1981, Cornwell and Rupert 1988, Baltagi and Khanti-Akom 

1990, Mann et al. 2004, Egger 2000, Bole and Rebec 2004). The practical relevance of other 
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tests for correlated unit heterogeneity (e.g. augmented variants of the original Hausman-

statistic) is negligible1. 

The asymptotic properties of the Hausman test and its variants are well known and formal 

power analyses have shown that the Hausman test performs reasonably well (for a short 

overview see Baltagi 2001, 65-70). In addition, several econometricians have conducted 

Monte Carlo analyses in order to compare the power of the original Hausman statistic and 

augmented versions of the specification test (Ahn and Low 1996, Bole and Rebed 2004 

among others). Theses simulations have shown that both the Hausman-test and its augmented 

versions show good power in detecting the endogeneity of right-hand-side variables also 

under conditions of serial correlation, non-stationarity and different forms of 

heteroskedasticity. 

Yet, the differences in the estimates of fixed effects and random effects models in finite 

samples can originate from two different sources: On the one hand, the Hausman test might 

rightly pick up differences that are caused by the inconsistency of the random effects 

estimator if unit specific effects covary with any of the explanatory variables and the random 

effects model therefore produces biased coefficients. On the other hand, differences might 

also stem from the inefficiency of the fixed effects estimator if explanatory variables are 

rarely changing and therefore only have a very small within variation. This inefficiency does 

not only lead to large standard errors but also to very unreliable point estimates (which are 

often significantly different from zero) which might be far away from the true relationship. 

While the Hausman test (and especially more recent variants and augmentations of the 

specification test) acknowledge the inefficiency of the fixed effects model and control for the 

differences in the asymptotic variances of the two estimators this problem has not been 

                                                 

1  This might be essentially due to the fact that most statistical packages only implemented the basic Hausman-
test. 
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analysed formally – at least not to my knowledge. Indeed, the inefficiency of the fixed effects 

estimator in case right-hand-side variables are predominantly cross-sectional only poses a 

problem in finite samples. Therefore, examining the asymptotic properties of the Hausman-

test (and its variants) does not help to draw any conclusions about the question how large 

sampling variation of the fixed effects estimator impacts the power of the specification test. 

Since in the probability limit the fixed effects estimator is consistent and the variance 

collapses around the true value, the impact of large sampling variation cannot be examined in 

a formal asymptotic analysis. Still, no formal finite sample or Monte Carlo analyses do exist 

that analyze the trade-off between inefficient fixed effects estimation (due to small within 

variance of right-hand-side variables) and biased random effects estimation (due to correlated 

unit specific effects).  

In International Relations and International and Comparative Political Economy where many 

of our explanatory variables measure institutions which do not change much over time but 

might be influenced by country specific characteristics this trade-off should lead to especially 

unreliable results of the Hausman-test and researchers are left without formal guidance 

whether to run a fixed effects, random effects or pooled OLS model.   

This paper deals with the econometric issue of testing for the necessity to eliminate unit 

specific effects in order to obtain unbiased estimation results. I analyse the finite sample 

properties and power of the Hausman specification test and its augmentations and conditions 

of inefficient fixed effects estimation and correlated unit specific effects by using Monte 

Carlo experiments. It shows under what conditions, e.g. the size of the correlation between 

unit specific effects and explanatory variables, and the between-within variance ratio of right-

hand-side variables, the Hausman test generates misleading results and researchers should be 

careful when using the Hausman-test or its variants to determine whether to employ a fixed 

effects or random effects specification. 
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Since many applied researchers also use the F-test for joint significance of unit specific 

effects in order to determine the existence of unit specific effects, I examine the performance 

of this test with respect to between and within variance ratio of right-hand-side variables and 

correlated unit effects. To do so it is important to first establish what unit effects are. 

Moreover, I will show why fixed effects estimation can be very inefficient and how this 

inefficiency influences the performance of the different tests. 

2. Unit Specific Effects: DGP vs. Estimation 

 
Theoretically fixed effects (FE) are unit specific characteristics which do not change over 

time and which are hard to measure or operationalize, such as culture, history, geography etc 

in the case of countries and immeasurable personal characteristics that determine human 

behaviour in the case of individuals. Yet, the unit specific intercepts estimated by a fixed 

effects model capture much more than the FE of the data generating process (DGP) they 

account for the unit mean of all explanatory variables in the model. 

Equation 1 depicts the data-generating process of a fixed effects model with time invariant 

variables: 

K M

i t k k i t m mi i i t
k 1 m 1

y x z u
= =

= α + β + γ + + ε∑ ∑ . (1) 

where the x-variables are time-varying and the z-variables are time-invariant. iu  denotes the 

N-1 unit specific effects (fixed effects) of the data generating process and itε  is the iid error 

term, α  is the intercept of the base unit, and β  and γ  are the parameters to be estimated. 

The fixed effects transformation can be obtained by first averaging equation (1) over T: 

K M

i k ki m mi i i
k 1 m 1

y x z e u
= =

= β + γ + +∑ ∑  (2) 

where  
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T

i i t
t 1

1y y
T =

= ∑ , 
T

i i t
t 1

1x x
T =

= ∑ , 
T

i i t
t 1

1e e
T =

= ∑   

and e stands for the residual of the estimated model.  

Then equation 2 is subtracted from equation 1. As is well known, this transformation removes 

the individual effects iu  and the time-invariant variables z. We get 

( ) ( ) ( ) ( )
K M

i t i k k i t k i m mi mi i t i i i
k 1 m 1

K

i t k k i t i t
k 1

y y x x z z e e u u

y x e

= =

=

− = β − +γ − + − + −

≡ = β +

∑ ∑

∑
 (3) 

with i t i t iy y y= − , k i t k i t k ix x x= − , and i t i t ie e e= −  denoting the demeaned variables of the 

within transformation. The estimated unit effects iû  do not equal the unit effects iu  in the 

data generating process. 2  Rather, this ‘estimated unit effects’ include all time invariant 

variables the overall constant term and the mean effects of the time-varying variables x – or 

more formally,  

K
FE

i i k ki i
k 1

û y x e
=

= − β −∑    , (4) 

where FE
kβ  is the pooled OLS estimate of the demeaned model in equation 3. 

This iû  include the unobserved unit specific effects as well as the observed unit specific 

effects z, the unit means of the residuals ie  and the time-varying variables kix  , whereas  iu  

only account for unobservable unit specific effects. 

In order to clarify this formal representation, figures 2 – 5 show the difference between 

estimated and “true” fixed effects for different sizes of the unit effects in the DGP, different 

number of RHS variables and various between to within standard deviation ratios of these 

RHS variables. 

                                                 

2  This notation follows standard practice. However, from equation 4 it follows that the fixed effects estimate 
of the unit effects propels much more to the estimated unit effects. 
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Figure 2: Estimated vs. “true” FE I 
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Settings: no FE in DGP, 1 RHS variable, 
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Figure 3: Estimated vs. “true” FE II 
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Figure 4: Estimated vs. “true” FE III 
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black: true FE, grey: estimated FE 
Settings: FE in DGP ~ N(0,1), 1 RHS 
variable, SD(within)=SD(between)=1 

Figure 5: Estimated vs. “true” FE IV 
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black: true FE, grey: estimated FE 
Settings: FE in DGP ~N(0,1), 1 RHS variable 
SD(within)=1 SD(between)=3 

 

Figures 2 and 3 show that even if the unit effects in the data generating process equal zero, the 

estimated fixed effects are larger than zero as long as the RHS variables have some between 

variation. Figures 4 and 5 suggest that estimated fixed effects have a much larger variance 

than “true” fixed effects depending on the overall between variance of the RHS variables in 

the DGP. The correlation between the “true” and estimated fixed effects in figure 4 amounts 

to 0.53 and in figure 5 the correlation is only 0.26 since the between standard deviation of the 

RHS variable is larger than in the DGP underlying figure 4. 
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Since the true fixed effects are unobservable and the estimated fixed effects might be very 

different from the unit specific effects in the data generating process, the possible correlation 

between RHS variables and unit effects is also not observable. Since these two features are 

crucial for the right model choice, it is important for the applied researcher to be able to rely 

on test statistics which inform the decision on estimation procedures. 

Sampling Variation of the Fixed Effects Estimator 

As can be easily seen from equation 3, the within transformation of the fixed effects estimator 

eliminates the unit specific effects of the data generating process as well as all time invariant 

variables. It also propels the unit means of all RHS variables into the estimated fixed effects. 

Consequently the fixed effects estimator disregards the cross-sectional variance of all 

variables in the model and only uses variation over time in order to estimate the parameters of 

the model. As Plümper and Troeger (2007) have shown this might lead to highly inefficient 

estimation results if RHS variables have small within variance or a between variance that 

largely exceeds the variation over time. The possible large sampling variation of the FE model 

results from the fact that it disregards the between variation. Thus, the FE model does not take 

all the available information into account. In technical terms, the estimation problem stems 

from the asymptotic variance of the fixed effects estimator that is shown in equation 5: 

 
( )

1
2

1

ˆˆ ˆvar '
N

FE
u i i

i
A X Xβ σ

−

=

 
=  

 
∑

  . (5) 

When the within transformation of the FE model is performed on a variable with little within 

variance, the variance of the estimates can approach infinity. Thus, if the within variation 

becomes very small, the point estimates of the fixed effects estimator become unreliable. 

When the within variance is small, the FE model does not only compute large standard errors. 

Rather, the sampling variance also gets large and thus the reliability of point predictions is 

low.  
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The Random Effects Estimator 

As compared to the fixed effects estimator the random effects estimator assumes strict 

exogeneity of the explanatory variables (similar to a pooled OLS model): 

( )
( ) ( )

it it i

i i i

E x , u 0

E u x E u 0

ε =

= =  (6) 
The RE estimator is a feasible GLS estimator that only quasi-demeans all variables in the 

regression equation: 

1N N
1 1

RE i i i i
i 1 i 1

ˆ ˆX ' X X ' y
−

− −

= =

   
β = Ω Ω   

   
∑ ∑

 (7) 

The Omega matrix in equation 7 (VC matrix of the error term) has a specific RE structure: it 

depends only on two parameters the variance of the unit specific effects ( 2
uσ ) and the variance 

of the iid error term ( 2
εσ ) as compared to general GLS analysis where the VC matrix depends 

on T(T+1)/2 unrestricted variances and covariances. Omega has the so called Random Effects 

Structure: 

2 2 2 2 2
u u u u

2 2 2 2 2
u u u u
2 2 2 2 2
u u u u

2 2 2 2 2
u u u u

ε

ε

ε

ε

 σ + σ σ σ σ
 σ σ +σ σ σ 
 Ω = σ σ σ +σ σ
 
 
 σ σ σ σ +σ 

…
"
"

# # # % #
"  (8) 

The random effects estimator can be easily compared to the fixed effects estimator by 

transforming it in the following way: 

( )

1N T N T

RE it it it it
i 1 t 1 i 1 t 1

it it i it it i
1/ 22 2 2

u

x ' x x ' y

ˆ ˆx x x , y y y

1 / T

−

= = = =

ε ε

   
β =    

   

= −λ = −λ

 λ = − σ σ + σ 

∑∑ ∑∑� � � �

� �

 (9) 
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If lambda in equation 9 is close to unity, the random effects and fixed effects estimates tend to 

be close, this is especially the case if T gets large, or the variance of the estimated unit effects 

gets large as compared to the error variance3. Since the random and fixed effects estimator 

produce similar results as T gets large (Wooldridge 2002, 287) we should expect the 

Hausman-test to generate more accurate results when T increases.  

As the random effects estimator relies on the strict exogeneity assumption it will produce 

biased estimation results whenever the unit specific effects are correlated with any of the RHS 

variables. However, in case the unit effects do not covary with the explanatory variables, the 

random effects estimator generates more efficient results and therefore more reliable point 

estimates. This trade-off between efficiency and bias should highly influence specification 

tests that are designed to inform the choice between random and fixed effects models.  

Figures 6 and 7 depict the trade-off between a biased random effects estimator in case of 

correlated unit effects (grey line) and a fixed effect estimator (black line) with large sampling 

variation if the RHS variables are dominated by cross-sectional variance.  

Figure 6: Trade-off between efficiency and 
bias 
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Figure 7: Trade-off between efficiency and 
bias 
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3  I include these characteristics into the MC analyses in order to see whether they impact the power of the 
specification tests. 
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Figures 6 and 7 show the distributions of 1000 fixed effects and random effects coefficients 

estimated from a DGP with one RHS variable that has a 0.4 correlation with the unit effects 

(which are standard normally distributed) and its between standard deviation is three times 

larger than its within variation. As expected, the fixed effects estimator produces unbiased 

results – the mean of the 1000 point estimates equals the true beta of one but the sampling 

distribution is much wider than the random effects sampling distribution. However, the 

random effects estimator produces biased estimates due to the correlation between the RHS 

variable and the unit effects. Further comparing figures 6 and 7 supports the expectation that 

the sampling variation gets smaller as the number of observations gets larger. Yet, in a finite 

sample large sampling variation can lead to highly unreliable point estimates. The distribution 

of 1000 fixed effects coefficients in figure 6 includes values that are 50 to 80 percent smaller 

or larger than the true value and only 8 percent of the 1000 coefficients (in the extreme tails) 

turn out to be statistically insignificant. In an analysis with real world data these deviations 

from the true value can be quite substantial and create misleading inferences. Of course, the 

estimated standard errors of the fixed effects estimates are about one third larger than the 

standard errors of the random effects estimates. Still, the fixed effects standard errors remain 

constant for all point estimates regardless of where in the distribution the point estimate lies. 

Thus, point estimates that are far away from the true relationship might still be statistically 

significant and point estimates close to the true value of beta might be insignificant.  

I expect this trade-off between biased random effects results and inefficient fixed effects 

results to largely influence results of specification tests. 

3. The Hausmann Specification Test and its Variants 

 
The key consideration in compare fixed effects and random effects estimators is whether the 

unit effects are correlated with any of the explanatory variables and therefore the random 

effects estimates biased. Hausman (1978) proposed a test based on the difference between the 
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RE and FE estimates. Since fixed effects estimator is consistent when unit effects are 

correlated with x-variables, but RE is inconsistent, a statistically significant difference is 

interpreted as evidence against the random effects assumption of strict exogeneity. As seen 

above random effects estimates are biased whenever the explanatory variables are correlated 

with the unit specific effects. The Hausman-statistic tests the null-hypothesis that there is no 

difference between the estimated coefficients of a fixed effects and a random effects estimator. 

In its basic form it is computed as a chi²-type test for differences in estimates: 

 (10) 

 

The hausman statistic is distributed asymptotically as chi². Newey and McFadden (1994) 

actually provide general sufficient conditions, which are met by the fixed effects and random 

effects estimator. The fixed effects estimator is consistent under both the null-hypothesis and 

the alternative hypothesis, the random effects estimator however is inconsistent under the 

alternative but more efficient under the null.  If the null is rejected (the p-value is smaller than 

0.05) then at least some of the RHS variables are correlated with the unit effects and random 

effects produces biased estimation results. Since the fixed effects estimator is consistent when 

the unit specific effects and right-hand-side variables are correlated, but the random effects 

estimator is inconsistent, a statistically significant difference is interpreted as evidence against 

the random effects strict exogeneity assumption.  

( ) ( )ˆ ˆvar varFE REA Aβ β −   is positive definite since the random effects estimator only quasi-

demeans the right-hand-side variables and therefore the asymptotic variance of the random 

effects estimate only approaches the asymptotic variance of the fixed effects estimate as T 

approaches infinity.   

The Hausman-test can also be computed as a simple F-statistic which evaluates whether 

included time demeaned right-hand-side variables into a random effects GLS model still have 

( ) ( ) ( ) ( ) ( )1
2 ˆ ˆ ˆ ˆ ˆ ˆ' var varFE RE FE RE FE REdf A Aχ β β β β β β

−
 = − − − 
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a significant effect (Wooldridge 2002, 290, Mundlak 1978, Hausman 1978, Hausman and 

Taylor 1981, Chamberlain 1982). 

Wooldridge (2002, 289) points to some caveats of the general Hausman-test. He argues that 

the Hausman-test assumes that the very strong assumption of constant conditional variance 

(u_i) and zero conditional covariance (u_i, x) hold under the null-hypothesis. This assumption, 

though, is just an auxiliary assumption which is not tested by the Hausman-statistic. The 

Hausman test therefore has no systematic power against the alternative assumption that the 

weaker assumption of othogonality between the fixed effects and the right hand side variables 

holds but the stronger assumption does not. The failure of the zero conditional covariance 

assumption might cause the usual Hausman test to have a non-standard limiting distribution, 

which means the resulting test could have an asymptotic size larger or smaller than the 

nominal size (Wooldridge 2002, 289). In this case the above mentioned F-statistic can be 

replaced by a robust Wald-statistic in the context of pooled OLS. The robust test then 

accounts for general serial correlation as well as arbitrary heteroskedasticity (Hoechle 2007, 

Arellano 1993).  

The Hausman test statistic can be also derived from an artificial regression of the random 

effects residuals on the original right-hand side variables and the same variables averaged 

over time (Baltagi 1997, Baltagi and Liu 2007). Ahn and Low (1996) use this formulation of 

the Hausman-statistic and apply it to dynamic panel-data GMM estimators. Their 

generalization is essentially equal to Arellano’s (1993) Wald statistic but incorporates a 

broader set of restrictions reflecting that each of the time-varying regressors is exogenous. 

The generalized Hausman-statistic has been also adapted to detect correlated unit specific 

effects in two-stage least squares instrumental variables fixed and random effects models (e.g. 

Metcalf 1996). 

All the augmentations and generalizations of the original Hausman-statistic produce 

essentially the same results but are adapted to common specification problems such as serial 
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correlation, heteroskedasticity, simultaneity and non-stationarity. It has been mostly formally 

shown that the augmentations of the hausman-test produce better results under the conditions 

(violations of Gauss-Markov assumptions) for which they were developed (Baltagi 2001, 66-

69). The general form of the Hausman-test (whether in it’s Chi² or F form) performs well with 

a low frequency of type I errors (Baltagi 2001, 67).  Ahn and Low (1996) perform Monte 

Carlo experiments which show that the original Hausman test and their GMM version have 

both good power in detecting endogeneity of regressors, thus the correlation between right-

hand-side variables and the unit specific effects. They also give evidence that the Ahn and 

Low test performs better if coefficients of the regressors are nonstationary. Ahn and Low do 

not, however, discuss or test the impact of rarely changing variables on the performance of 

their version of the Hausman-test or the original Hausman-test nor do they change the 

variance of the unit specific effects, they only alter the correlation between right-hand-side 

variables and unit specific effects. Bole and Rebec (2004) suggest a bootstapped version of 

the generalized Hausman-statistic and compare the performance of this version to the 

asymptotic Hausman-statistic by using MC simulations. Their experiments show that the 

bootstrapped test-statistic generates about 20 % better coverage of the Null-Hypothesis and 

also performs better in detecting weak fixed effects. Yet, their simulations suffer from the 

restricted settings of the data generating process, they only look at situations where N equals 

25 and T is set to 10. Since the Hausman-test should perform better in larger samples and 

especially if T gets large, their results only apply to small sample sizes. In addition, they only 

look at instances where the unit specific effects are relatively small, i.e. have a standard 

deviation of 0 or 0.5 (as compared to the Standard deviation of the right hand side variable 

which is set to 1). Again, the main interesting parameter that is varied is the size of the 

correlation between unit specific effects and right-hand-side variables.  

The Hausman test suffers from the same problem as a fixed effects model, it is only consistent 

in the limit and might be heavily influenced by a large sampling variation if the sample is 
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finite. In the probability limit the fixed effects estimator is consistent if the unit specific 

effects are correlated with any of the right hand side variables and the random effects 

estimator is not. Thus, in the limit the possible difference in the coefficients produced by fixed 

effect and random effect can only result from the bias of the random effects coefficient if the 

unit specific effects are correlated with right hand side variables. In the finite sample case, 

however, the difference in point estimates can be caused not only by correlated unit specific 

effects but also by unreliable point estimates produced by an inefficient fixed effects model. 

This is especially the case if variables do only change rarely or slowly over time (Beck and 

Katz 2001; Plümper and Troeger 2007, Wooldridge 2202, 286, 288) or are dominated by their 

cross-sectional variation. As the figures 6 and 7 show in this case we face a trade-off between 

the bias of the random effects model (in case of correlated unit effects) and the large sampling 

variation of the fixed effects estimates. The basic specification of the Hausman–test and all its 

variants (Baltagi 2001) mirror exactly this trade-off by looking at the ratio between the 

difference of the two estimates and the difference in the asymptotic variance of the two 

estimates. In practice this should lead to very weak performance of the Hausman-test in case 

the model includes variables that are correlated with the unit effects and variables which have 

small within-variation or – even worse – variables that are rarely changing and at the same 

time correlated with unobserved unit effects. And I will test exactly this claim. Since the fixed 

effects model, and consequently the hausman test, are asymptotically consistent it doesn’t 

make much sense to analyze the asymptotic properties of the Hausman-test. In addition many 

econometricians have done this exercise already and shown that the Hausman test has very 

favourable asymptotic properties (Baltagi 2005, Baltagi and Lui 2007 among others). I 

therefore will concentrate on the small sample performance of this test under different 

conditions. 

4. Monte Carlo Simulations of the Performance of Different Tests 
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The set-up of the Monte Carlo Simulations is straight forward. The data generating process 

models a cross-section time series model with and without unit specific effects:  

K

i t k k i t i i t
k 1

y x u
=

= α +β + + ε∑
 (11) 

All variables, including the unit specific effects, are drawn from a standard normal 

distribution, the iid error term is drawn from a normal distribution with mean zero and a 

standard deviation of 3. All parameters to be estimated (intercept and coefficients) are set 

equal to one. The following settings are changed during the experiments: 

• the number of variables: 1 or 3 variables, 

• the size of the unit specific effects: standard deviation = {0,1,3,5}, 

• the correlation between the variables and the unit specific effects: 

corr(x,u)={0,0.2,0.4,0.6,0.8}, 

• efficiency of the fixed effects model: ratio of between to within standard deviation of 

the right hand side variables: b/w(x)={0.15,1,2,3}, so that the between variation is 

much smaller, equal or 2-3 times larger than the within variation of the right-hand-side 

variables, 

• number of observations: all permutations of N and T = 10, 30, 70. 

In the case of 3 right hand side variables I include experiments where all 3 variables are 

treated equally, thus where I change the ratio of between to within standard deviation and the 

correlation with the unit specific effects u for all  three variables equally, and where variables 

are treated differently with respect to between and within standard deviation and correlation.  

I run theses different experiments for the F-test and the basic version of the Hausman-test4. 

                                                 

4  I have conducted the same set of Monte Carlo experiments for the robust Wald-test suggested by Arellano 
(1993) and the Ahn-Low version of the Wald-statistic (Ahn and Low 1996) but with essentially the same 
substantial results. This is not surprising since the data generating process used in the presented MC 
experiments does neither include dynamics nor does it allow for any form of heteroskedasticity or non-
stanionarity. 
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The combination of all settings creates 17280 different experiments. I will only focus on the 

most important combinations of the above settings and present the most interesting results 

below. Each experiment is repeated 1000 times. 

Monte Carlo Results 

Throughout the discussion of the results I will not display the power of the test which is 

defined as the percentage of results correctly rejecting the null-hypothesis. Since in some 

settings there exist a trade-off between inefficiency of the fixed effects model and bias of the 

random effects estimates, I will display the actual percentage of rejecting the null (for 

significance levels of 5 and 10 percent) – whether the rejection is correct or not – for all 

experiments. I start by discussing the results for models with strict exogeneity, thus no 

correlation between the unit specific effects and the right hand side variables and then I will 

go on to discuss the simulation results for settings where the correlation between explanatory 

variables and unit specific effects changes. 

F-Test 

The F test is a simple specification test for the joint significance of the estimated unit specific 

effects in a fixed effects model. Under the null all fixed effects jointly equal zero. The test 

compares the R² of a pooled OLS and a fixed effects estimation of the same model. The test 

statistic looks as follows: 

( ) ( )
( ) ( )( ) ( )

2 2

1, 12

/ 1

1 / 1
W OLS

N N T K
W

R R N
F F

R N T K − − −

− −
=

− − −
∼

 (12) 

In light of the discussion in section 2 the F-test does not actually test whether the estimated 

fixed effects are jointly different from zero but whether the “true” unobservable fixed effects 

add explanatory power to the model. As seen in figures 2 – 5 the estimated fixed effects might 

be quite different from the unit effects of the DGP. However, since the F-test compares the R² 

of the OLS and the fixed effects specification it does not take into account possible time 

invariant variables or the unit means of time varying variables in the model because these 
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factors already contribute to the explanatory power of the simple pooled OLS model. From 

this perspective it should not matter for the performance of the F-test whether the “true” and 

the estimated fixed effects differ largely. However the F-test should be negatively affected by 

highly correlated unit specific effects. If RHS variables strongly covary with the unit effects, 

these might not add largely to the explanatory power of the fixed effects model but might still 

heavily bias the estimates in a pooled OLS model. Thus, the F-test should produce weaker 

results in situations where the unit effects are highly correlated. From this perspective, 

performing an F-test for the existence of unit effects is not sufficient for deciding whether to 

employ a fixed effects, random effects or pooled OLS specification. 

 

Table 1 depicts the performance of the F-test for a data generating process with one right-

hand-side variable, no correlation between the unit specific effects, different sizes of the unit 

effect and different numbers of units and time points. The F-test performs reasonably well in 

detecting unit specific effects especially if T gets large and the variance of the unit effects 

increases. The ratio of between to within standard deviation of the explanatory variable 

doesn’t seem to impact the performance of the F-test systematically as predicted above. This 

results is due to the fact that the F-statistic compares the difference of the overall R² of the 

pooled OLS and the fixed effects model and thus only cross-sectional variance in addition to 

the cross-sectional variance of the right-hand-side variables can cause a difference in the R² 

independent of the size of the between variance of the included variables.  

If the variance of the unit specific effects equals zero (columns 3 and 4) the F-test correctly 

accepts the Null of no significant unit effects in most cases. Yet, it seems that if the between 

variance of the included right-hand-side variable gets larger as compared to the within 

variance the F-test has a slightly higher probability of wrongly rejecting the Null. Finally, in 

case the unit specific effects are small, the number of observations is small and/or the number 
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of units largely exceeds the number of time points, the F-test can be highly unreliable by 

wrongly not rejecting the null of insignificant unit specific effects.    

Table 1: Performance of the F-test I 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w      u 0   1   3   5   
10_10 0.15 6 11 19 30 98 99 100 100
  1 8 13 19 30 97 100 100 100
  2 6 12 18 28 99 100 100 100
  3 9 12 21 31 98 100 100 100
10_30 0.15 3 12 55 72 100 100 100 100
  1 3 12 53 66 100 100 100 100
  2 7 15 54 67 100 100 100 100
  3 7 11 62 68 100 100 100 100
10_70 0.15 3 6 98 100 100 100 100 100
  1 6 8 98 99 100 100 100 100
  2 5 6 100 100 100 100 100 100
  3 3 7 97 99 100 100 100 100
30_10 0.15 2 10 38 48 100 100 100 100
  1 5 11 22 37 100 100 100 100
  2 9 13 35 52 100 100 100 100
  3 3 7 37 50 100 100 100 100
30_30 0.15 7 17 96 97 100 100 100 100
  1 2 7 96 100 100 100 100 100
  2 6 10 94 99 100 100 100 100
  3 6 13 94 98 100 100 100 100
30_70 0.15 6 8 100 100 100 100 100 100
  1 6 10 100 100 100 100 100 100
  2 9 14 100 100 100 100 100 100
  3 5 6 100 100 100 100 100 100
70_10 0.15 6 11 61 71 100 100 100 100
  1 5 6 66 78 100 100 100 100
  2 7 14 59 69 100 100 100 100
  3 2 7 60 73 100 100 100 100
70_30 0.15 3 7 100 100 100 100 100 100
  1 5 8 100 100 100 100 100 100
  2 6 9 100 100 100 100 100 100
  3 3 8 100 100 100 100 100 100
70_70 0.15 4 13 100 100 100 100 100 100
  1 1 6 100 100 100 100 100 100
  2 7 11 100 100 100 100 100 100
  3 4 9 100 100 100 100 100 100
Settings: 1 variable, no correlation, SD of unit specific effects {0,1,3,5};  N,T {10,30,70} 
 

Tables 2 and 3 display the performance of the F-test if we have more than one right-hand-side 

variable. Again, we first look at situations where the unit specific effects are uncorrelated with 

the right-hand-side variables. I only depict the results for N=30 and T=30, since the F-test 
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seems to perform well for this number of observations5. As for the single variable case the F-

test picks up well the existence of unit specific effects and also has good power in not 

rejecting the null if the variance of the unit effects equals zero. 

Table 2: Performance of the F-test II 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w      u 0   1   3   5   
30_30 0.15 4 11 96 99 100 100 100 100
  1 6 11 91 96 100 100 100 100
  2 8 8 96 97 100 100 100 100
  3 4 8 94 97 100 100 100 100
Settings: 3 variables, equal treatment, 
no correlation, SD of unit specific effects {0,1,3,5};  N,T {30} 
 
Table 3: Performance of the F-test III 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w      u 0   1   3   5   
30_30 0.15 7 12 98 98 100 100 100 100
  1 4 7 96 98 100 100 100 100
  2 5 10 98 98 100 100 100 100
  3 5 10 94 97 100 100 100 100
Settings: 3 variables, 2 variables change b/w SD ratio, 1 variable ~ N(0,1), 
no correlation, SD of unit specific effects {0,1,3,5};  N,T {30} 
 

Let’s now turn to evaluating the performance of the F-test if the unit specific effects are 

correlated with the right-hand-side variables. Table 4 shows the findings for one right-hand-

side variable that is correlated to different degrees with the unit specific effects. The variance 

of the unit effects is set to three which is quite large in order to assure that the unit 

heterogeneity is picked up easily by the F-test. As can be seen, as before the performance of 

the F-test does not appear to be influenced by the level of between and within variance of the 

explanatory variable. However, the power of the F-test seems to be heavily dependent upon 

the correlation between the unit effects and the right-hand-side variable and the number of 

units and time points. If the overall number of observations is low and/or the number of units 

highly exceeds the number of time points the power of the F-test decreases with the size of the 

correlation. Note that in this series of experiments the F-test should always reject the Null-

                                                 

5  Results for different numbers of observation are available from the author upon request. 
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hypothesis of no significant unit specific effects since the unit effects have a large variance of 

3 which exceeds the variance of the right-hand-side variable. In case the number of 

observation is very low (100, N=10, T=10), the F-test wrongly accepts the Null in more than 

80 percent of the cases for all levels of correlation and even more than 90 percent of the cases 

if the correlation is very high (0.8). The F-test performs the better, the higher the number of 

observations and in particular the larger the number of time points.  

Table 4: Performance of the F-test with correlated unit specific effects I 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w     rho 0.2   0.4   0.6   0.8   
10_10 0.15 15 28 17 24 12 20 12 19
  1 15 32 12 24 13 29 8 11
  2 16 22 21 36 11 23 5 13
  3 15 20 19 28 10 22 5 12
10_30 0.15 62 70 48 63 34 53 22 32
  1 64 75 57 68 35 51 21 26
  2 53 66 50 68 40 46 26 39
  3 61 72 48 56 37 52 25 39
10_70 0.15 99 100 92 94 81 90 47 62
  1 96 97 93 96 83 88 59 69
  2 95 97 87 92 80 91 50 59
  3 95 98 92 96 90 92 42 57
30_10 0.15 34 40 39 54 19 28 13 22
  1 34 54 28 44 19 31 11 19
  2 40 54 20 31 25 36 12 19
  3 38 50 32 47 27 37 14 18
30_30 0.15 91 98 86 94 79 83 43 50
  1 92 96 89 96 69 82 43 56
  2 91 98 91 94 81 87 32 44
  3 90 92 93 97 80 90 44 53
30_70 0.15 100 100 100 100 99 99 84 90
  1 100 100 100 100 99 100 85 92
  2 100 100 100 100 99 100 82 91
  3 100 100 100 100 100 100 90 94
70_10 0.15 62 70 50 65 38 57 7 18
  1 56 67 56 76 33 44 18 24
  2 65 75 55 67 35 51 14 25
  3 66 72 53 65 40 47 19 34
70_30 0.15 100 100 99 99 93 94 69 84
  1 100 100 100 100 97 98 71 80
  2 100 100 99 100 97 99 68 78
  3 99 100 99 100 96 99 63 72
70_70 0.15 100 100 100 100 100 100 96 99
  1 100 100 100 100 100 100 100 100
  2 100 100 100 100 100 100 99 100
  3 100 100 100 100 100 100 99 100
Settings: 1 variable, corr (u,x) = {0.2, 0.4, 0.6, 0.8}, SD of unit specific effects = 3,  
N,T = {10,30,70} 
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It is quite important to note that the power of the F-test decreases strongly if the correlation 

between the explanatory variables and the unit specific effects increases. From this 

perspective, it should be noted that the F-test is by no means a good instrument for detecting 

unit specific effects if these are correlated with the right-hand side variables. Since the 

estimates of a random effects or pooled OLS model tend to be heavily biased in case of 

correlated unit heterogeneity, researcher should never rely solely on the F-test (or a Breusch-

Pagan LM test for zero variance of unit effects6) to determine the existence of unit specific 

effects.  

It is not surprising that the performance of the F-test deteriorates with the size of the 

correlation since the F-test relies on the difference between the pooled OLS R² and the overall 

R² for the within estimator. A larger correlation indicates that the time-invariant unit means of 

all right-hand-side variables are closely related to the unobserved effects which reduces the 

difference in the explanatory power of a fixed effects model and a pooled OLS but it also 

biases the latter results heavily. 

Tables 5 and 6 depict the results for three instead of on explanatory variables. The findings 

remain basically unchanged. If the correlation between the right-hand-side variables and the 

unit specific effects increases, the performance of the F-test deteriorates and the probability of 

wrongly accepting the Null goes up. I also changed the size of the unit effects in this set of 

experiments. If the unit-effects in the data generating process get really large the F-test has 

almost perfect power. Unfortunately – as shown above – the unit effects in the DGP and the 

estimated unit effects differ quite substantially, especially if variables in the model have a 

large between variance. Since it is impossible to measure or estimate the “true” unit specific 

                                                 

6  I run the exact same MC simulations fort he Breusch-Pagan test for the existence of unit specific effects and 
the results are virtually the same as for the F-test. Findings can be obtained from the author upon request. 
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effects and we cannot rely on the estimated unit specific effects as a good predictor of the unit 

specific effects in the DGP, we do not know whether the F-test performs well.  

Table 5: Performance of the F-test with correlated unit specific effects II 
    size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
u N/T b/w  rho 0.2   0.4   0.6   0.8   

3 30_30 0.15 93 96 79 87 38 58 21 23
    1 92 96 73 83 32 50 16 22
    2 91 95 72 82 41 57 19 31
    3 91 96 74 83 47 54 16 21

5 30_30 0.15 100 100 100 100 100 100 97 98
    1 100 100 100 100 100 100 97 98
    2 100 100 100 100 100 100 100 100
    3 100 100 100 100 100 100 99 100
Settings: 3 variables, equal treatment, corr (u,x) = {0.2, 0.4, 0.6, 0.8},  
SD of unit specific effects = {3, 5}, N,T = 30 
 

In a situation where not all but only one variable is correlated with the unit specific effects 

(table 6) the F-test performs better than in the case all variables covary with the unit effects. 

Yet, the tendency remains the same: as the correlation increases, the probability of wrongly 

accepting the Null-hypothesis increases as well, with less than a 50 percent chance of a 

correct result when the correlation is very strong (0.8). 

Since we do not know ex ante the “true” fixed effects and the correlation between these 

effects and the right hand side variables, the F-statistic constitutes a highly unreliable test for 

detecting uncorrelated or correlated unit specific effects. 

Table 6: Performance of the F-test with correlated unit specific effects III 
    size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
u N/T b/w  rho 0.2   0.4   0.6   0.8   

3 30_30 0.15 94 98 86 92 75 87 44 56
    1 89 95 90 95 71 86 45 56
    2 90 93 87 90 70 80 36 51
    3 95 97 88 94 74 80 38 50

5 30_30 0.15 100 100 100 100 100 100 100 100
    1 100 100 100 100 100 100 100 100
    2 100 100 100 100 100 100 100 100
    3 100 100 100 100 100 100 100 100
Settings: 3 variables, equal b/w change, only one variable is correlated,  
corr (u,x) = {0.2, 0.4, 0.6, 0.8}, SD of unit specific effects = {3, 5}, N,T = 30 
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Hausman-Test 

I run the same set of experiments to study the performance of the Hausman-test. First, we 

look at DGPs without correlated unit effects, one explanatory variable with differing ratios of 

between to within standard deviation, different sizes of unit specific effects and different 

numbers of observations. Since the correlation is zero, the Hausman-test should never reject 

the Null-hypothesis of equal random and fixed effects coefficients. 

As can be seen from table 7, the Hausman-test performs exceptionally well in such a setting. 

If there is no correlation between the unit specific effects and the explanatory variable the set-

up of the Hausman-test (and its variants) is able to pretty well control for differences in the 

fixed effects and random effects coefficients that are caused by the inefficiency of the fixed 

effects estimator in case the between variance of the right-hand-side variable largely exceeds 

its within variation. The Hausman-test becomes more reliable with the number of 

observations and the size of the unit specific effects. However, some exceptions are notable: 

First, if the variance of the unit specific effects equals zero the probability of wrongly 

rejecting the null gets close to 10 percent (for all settings).  Yet, the larger the size of the unit 

effects the more accurate the Hausman-test. Again, we do not know ex ante, however, the true 

size of the unit effects in the DGP. Second, if the number of time points largely exceeds the 

number of units (N=10, T=70), the unit effects are not very large and the within variance 

highly exceeds the between variance (an optimal case for an efficient fixed effects estimation), 

the Hausman-test tends to wrongly reject the Null-hypothesis of uncorrelated unit effects. 

This is very surprising since the fixed effects and random effects estimates should become 

more similar as T gets large. 

Table 7: Performance of the Hausman-test I 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w  u 0   1   3   5   
10_10 0.15 7 9 6 6 7 8 2 2
  1 7 13 3 7 2 2 0 0
  2 7 10 6 10 1 4 0 1
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  3 2 3 9 15 3 6 0 2
10_30 0.15 3 4 2 8 0 0 0 0
  1 6 10 1 3 0 0 0 0
  2 4 4 2 5 0 0 0 0
  3 2 7 1 9 2 5 0 0
10_70 0.15 6 8 34 37 0 0 0 0
  1 7 13 0 1 0 0 0 0
  2 4 8 1 2 0 0 0 0
  3 3 7 2 9 0 0 0 0
30_10 0.15 8 9 2 5 1 2 0 0
  1 6 8 3 7 0 0 0 0
  2 10 15 4 8 2 4 0 1
  3 4 9 2 6 2 6 0 1
30_30 0.15 4 6 2 3 0 0 0 0
  1 3 8 1 3 0 0 0 0
  2 7 13 4 7 0 0 0 0
  3 7 11 10 16 2 2 0 0
30_70 0.15 7 12 0 2 0 0 0 0
  1 2 6 1 3 0 0 0 0
  2 3 10 0 0 0 0 0 0
  3 2 8 3 8 0 1 0 0
70_10 0.15 4 11 8 13 2 8 1 7
  1 4 13 1 5 1 1 0 0
  2 7 9 4 5 1 2 0 0
  3 4 10 2 3 1 2 0 3
70_30 0.15 6 10 6 12 0 2 0 0
  1 5 11 1 6 0 0 0 0
  2 2 10 3 7 0 1 0 0
  3 7 13 1 3 0 0 0 0
70_70 0.15 4 8 1 3 0 0 0 0
  1 1 5 0 2 0 0 0 0
  2 2 5 3 6 0 0 0 0
  3 6 8 4 5 0 0 0 0
Settings: 1 variable, corr (u,x) = {0.2, 0.4, 0.6, 0.8}, SD of unit specific effects = 3,  
N,T = {10,30,70} 
 

The findings remain essentially unchanged if we increase the number of right-hand-side 

variables when the correlation between these and the unit specific effects is zero (tables 8 and 

9).  Under these conditions the Hausman-test performs highly and correctly accepts the null of 

equal coefficients. Moreover, the larger the size of the unit specific effects and the greater the 

number of observations – especially the larger T – the higher the accuracy of the test results. 

This is in accordance with the characteristics of the two estimators. If T gets large and the unit 

effects exceed the variance of the idiosyncratic error term the random effects estimate 

approaches the fixed effects estimate.  
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Table 8: Performance of the Hausman-test II 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w      u 0   1   3   5   
30_30 0.15 6 10 24 33 39 49 2 2
  1 2 4 0 3 0 0 0 0
  2 2 14 1 6 0 0 0 0
  3 2 10 4 7 0 0 0 0
Settings: 3 variables, equal treatment, 
no correlation, SD of unit specific effects {0,1,3,5};  N,T {30} 
 

As in the previous set of simulations,  in case the within variation largely exceeds the between 

variation of the right-hand-side variables and the unit specific effects are of a moderate size, 

Hausman-test produces surprisingly unreliable results and wrongly rejects the null in ca. 30 

percent of the cases.  

Table 9: Performance of the Hausman-test III 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w      u 0   1   3   5   
30_30 0.15 1 2 32 37 43 46 4 4
  1 3 5 0 0 0 0 0 0
  2 8 12 4 10 0 0 0 0
  3 6 15 0 2 0 0 0 0
Settings: 3 variables, 2 variables change b/w SD ratio, 1 variable ~ N(0,1), 
no correlation, SD of unit specific effects {0,1,3,5};  N,T {30} 
 

We now turn to situations that on the one hand really challenge the performance of the 

Hausman-test and on the other hand come closer to real world data – the combination of 

differences in the between to within standard deviation ratio of the RHS variables and various 

levels of correlation between unit specific effects and RHS variables. In the first set of 

simulations (table 9) we only have one explanatory variable which is correlated with the unit 

specific effects. Thus, the Hausman-test should always reject the Null of no differences 

between the fixed effects and random effects coefficient. The unit specific effects have 

sufficiently large variation (SD=3) so that they are larger than the RHS variable and can be 

easily detected by both fixed and random effects models. 

The number of correct rejections of the Null increases with the size of the correlation and the 

number of observations as expected. Yet, the percentage of correct rejections decreases when 



 28

the between variance of the RHS variable increases and exceeds its within variation. And this 

effect is very strong. Even in case the correlation is very high (0.8) and the number of 

observations is very large (N=70, T=70) there is a 46 % chance of wrongly not rejecting the 

Null in case the between standard deviation exceeds the within standard deviation by factor 3. 

The Hausman-test generates especially weak results when the number of observations is small 

or N largely exceeds T (even though fixed and random effects should produce greatly 

different results in this case), when the correlation between unit specific effects and RHS 

variables is moderate and when the between variation of the RHS variables is much larger 

than the within variance and fixed effects estimation produces highly inefficient and therefore 

unreliable point estimates.  From table 9 it is quite clear that inefficiency and bias create a 

trade-off which creates highly variables test results. And indeed, it is not quite clear whether a 

fixed effects model is the best solution if theoretically interesting RHS variables are both 

correlated with the unit specific effects and dominantly cross-sectional (Plümper and Troeger 

2007). The Hausman-test can certainly not give a definite answer to this question.  

Table 9: Performance of the Hausman-test with correlated unit specific effects I 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w  rho 0.2   0.4   0.6   0.8   
10_10 0.15 25 31 26 36 28 40 22 33
  1 6 13 4 11 12 20 8 15
  2 5 7 7 13 7 14 3 7
  3 8 15 7 10 4 6 4 8
10_30 0.15 41 51 61 70 61 78 44 51
  1 4 11 15 25 25 35 11 19
  2 2 11 9 13 14 18 15 25
  3 3 7 4 9 13 18 12 20
10_70 0.15 37 41 100 100 100 100 90 96
  1 5 5 16 27 28 46 49 60
  2 0 3 8 15 17 24 19 32
  3 1 3 7 11 13 19 13 21
30_10 0.15 24 34 59 74 58 68 47 58
  1 8 9 15 23 24 30 22 36
  2 3 6 6 11 12 15 10 19
  3 5 8 3 8 8 13 13 17
30_30 0.15 95 96 100 100 99 99 95 98
  1 6 11 34 46 53 67 58 72
  2 6 15 13 23 30 38 27 36
  3 3 8 14 21 12 19 20 24
30_70 0.15 94 94 100 100 100 100 100 100
  1 3 11 62 78 91 95 90 91
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  2 8 13 27 40 47 61 42 62
  3 6 9 19 29 29 35 26 41
70_10 0.15 54 63 94 97 96 99 72 82
  1 6 14 32 48 51 65 47 59
  2 5 11 10 22 17 23 22 34
  3 3 6 7 15 14 21 16 24
70_30 0.15 100 100 100 100 100 100 100 100
  1 16 25 76 86 95 98 84 95
  2 7 13 25 34 56 66 51 60
  3 7 17 15 28 32 39 23 33
70_70 0.15 100 100 100 100 100 100 100 100
  1 23 41 97 99 100 100 100 100
  2 10 24 63 73 83 87 86 93
  3 12 18 36 47 55 70 54 62
Settings: 1 variable, corr (u,x) = {0.2, 0.4, 0.6, 0.8}, SD of unit specific effects = 3,  
N,T = {10,30,70} 
 

The problematic trade-off between efficiency and bias also drives the results if more than one 

RHS variables are included. The choice becomes even more difficult because variables can be 

at the same time correlated with the unit effects and have a large between variation, or they 

are either correlated or dominantly cross-sectional. In all cases, the Hausman-test should 

produce mixed results because there is no perfect solution to the problem since fixed effects 

produces unreliable point estimates for the variables with large between to within variance 

ratio and the random effects model generates biased coefficients because of correlated unit 

effects.  

Tables 10 to 14 depict these different combinations and display the performance of the 

Hausman-test for the different settings. The firs set of simulations examines a situation where 

the three variables have similar levels of correlation with the unit effects and similar ratios of 

between to within standard deviation. The unit specific effects have a moderate (SD=3) or 

large size (SD=5) to provide more favourable conditions for the Hausman-statistic. As in the 

one RHS variable case the Hausman-test produces very mixed results. Since all three 

variables are correlated with the unit effects in all experiments the Hausman-test should 

technically reject the null in all cases. Yet, in situations where the between variation gets large 

as compared to the within variation and the correlation is small or moderate the rejection rate 
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doesn’t reach 20 percent. The Hausman-test performs better if the unit specific effects are 

very large (SD=5), though. Since we can neither observe the true unit effects nor the 

correlation between the unit effects and the RHS variables we only can use the observable 

ratio of between to within standard deviation to partly determine the goodness of the results 

produced by a Hausman-test if we do real-world data analysis. Thus, if we only have RHS 

variables with larger within than between variance the test results of the Hausman-statistic are 

pretty reliable and we can indeed conclude that a rejection of the Null-hypothesis is caused by 

correlated unit specific effects. 

Table 10: Performance of the Hausman-test with correlated unit specific effects II 
    size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
u N/T b/w  rho 0.2   0.4   0.6   0.8   

3 30_30 0.15 97 98 97 99 82 87 37 47
    1 9 17 36 50 35 46 17 29
    2 7 13 19 24 15 28 11 22
    3 3 11 11 20 8 17 7 10

5 30_30 0.15 100 100 100 100 100 100 93 93
    1 42 66 98 99 100 100 99 100
    2 4 14 70 77 86 94 59 71
    3 2 11 45 62 57 71 36 48
Settings: 3 variables, equal treatment, corr (u,x) = {0.2, 0.4, 0.6, 0.8},  
SD of unit specific effects = {3, 5}, N,T = 30 
 

Tables 11 and 12 depict situations where all variables have similar between to within variance 

ratios but only one (in table 11) or two (in table 12) variables are correlated with the unit 

specific effects. Comparing the two tables we can see that the Hausman-test performs worse, 

i.e. gives more mixed results, if variables are at the same time dominantly cross-sectional and 

correlated with the unit effects. If variables are either correlated or dominantly cross-sectional 

the Hausman-test has a higher probability of rejecting the Null. 

Table 11: Performance of the Hausman-test with correlated unit specific effects III 
    size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
u N/T b/w  rho 0.2   0.4   0.6   0.8   

3 30_30 0.15 84 89 93 94 92 95 80 86
    1 5 9 18 27 45 56 40 50
    2 8 14 7 17 21 27 11 16
    3 1 2 7 13 10 13 7 15

5 30_30 0.15 54 57 70 75 100 100 100 100
    1 35 42 44 70 100 100 100 100
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    2 10 17 8 27 66 83 79 88
    3 4 11 12 19 38 52 52 69
Settings: 3 variables, equal b/w change, only one variable is correlated,  
corr (u,x) = {0.2, 0.4, 0.6, 0.8}, SD of unit specific effects = {3, 5}, N,T = 30 
 

Table 12: Performance of the Hausman-test with correlated unit specific effects IV 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w  rho 0.2   0.4   0.6   0.8   
30_30 0.15 91 93 91 92 87 92 56 69
  1 8 23 34 49 38 50 32 43
  2 4 15 9 15 19 24 4 15
  3 6 9 15 25 8 21 9 15
Settings: 3 variables, equal b/w change, two variables are correlated,  
corr (u,x) = {0.2, 0.4, 0.6, 0.8}, SD of unit specific effects = 3, N,T = 30 
 

The same observation holds for tables 13 and 14, the Hausman-test produces more consistent 

results if variables are either correlated or dominantly cross-sectional but not both at the same 

time. In table 13 two out of the three variables are at the same time correlated and have 

different levels of between to within variance ratios while the third variable is an uncorrelated 

standard normal. The probability of  not rejecting the null is higher when variables are at the 

same time correlated with the unit effects and dominantly cross-sectional. 

Table 13: Performance of the Hausman-test with correlated unit specific effects V 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w  rho 0.2   0.4   0.6   0.8   
30_30 0.15 89 89 87 89 87 93 58 71
  1 7 13 48 58 37 51 29 36
  2 6 14 15 25 14 25 19 25
  3 6 9 10 13 11 19 10 17
Settings: 3 variables, 2 variables treated (b/w ratio and correlation), 1 variable standard normal, 
corr (u,x) = {0.2, 0.4, 0.6, 0.8}, SD of unit specific effects = 3, N,T = 30 
 

In table 14, in comparison two out of the three variables are uncorrelated with the unit specific 

effects but have different levels of between and within variance while the third variable is 

standard normally distributed, e.g. the within variation is larger than the between variation but 

covaries with the unit effects to different degrees. The Hausman-test now produces pretty 

reliable results since it attributes the possible differences in fixed effects and random effects 

estimates for the first two variables to the larger sampling variation of the fixed effects 
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estimator and it correctly attributes the possible difference in the fixed effects and random 

effects coefficients of the third variable to bias caused by unit heterogeneity. However, since 

with non-artificial data we do not know the covariance between the true unit effects and the 

RHS variables it is almost impossible to determine the reliability of a one shot Hausman-test. 

Table 14: Performance of the Hausman-test with correlated unit specific effects VI 
  size 0.05 0.1 0.05 0.1 0.05 0.1 0.05 0.1 
N/T b/w  rho 0.2   0.4   0.6   0.8   
30_30 0.15 75 78 96 97 94 95 76 83
  1 63 76 96 96 99 99 78 86
  2 80 85 99 99 93 97 86 92
  3 78 88 100 100 98 98 84 90
Settings: 3 variables, 2 variables treated (b/w ratio), 1 variable standard normal and correlated, 
corr (u,x) = {0.2, 0.4, 0.6, 0.8}, SD of unit specific effects = 3, N,T = 30 
 
Overall, the Hausman-test produces very mixed and unreliable results in case the data 

generating process contains RHS variables which covary with the unit specific effects and are 

characterized at the same time by a larger between variation as compared to their within 

variation. These problems, however, become less pronounced if the unit specific effects are 

big and the number of time points becomes large. In the latter case, however, fixed and 

random effects estimates grow closer anyway.  

 
 
4. Conclusion 
 
 
The Monte Carlo results show that it is often unwise to rely on a simple test statistic in order 

to decide whether to employ a fixed effects or random effects specification in panel data 

analysis. Since especially for variables that only change rarely over time the fixed effects 

estimator produces highly inefficient and therefore unreliable point estimates, fixed effects 

should not be used as default estimator in pooled data analysis just because it is consistent in 

the limit. Especially if the number of observations is generally small and/or the number of 

units highly exceeds the number of time periods the Hausman-statistic produces weak and 

unreliable test results. This problem becomes more serious if the data generating process 
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contains RHS variables that at the same time covary with the unit specific effects and are 

dominantly cross-sectional.  

In this case it is advisable to examine the single variables and the ratio of their between and 

within standard deviation. Another possibility is to follow Wooldridge’s suggestion (2002, 

290) and use a simple t-test for single parameters in order to evaluate for each variable 

separately whether the probability is high that the random effects estimate suffers from bias. 

This t-statistic can be easily obtained by dividing the difference of the fixed effects and 

random effects estimates by the difference of their standard errors. 

MORE TO COME… 
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